|V ariable Selection |

Goal: Create a more parsimonious (simpler)
estimated linear regression mo del by using only
the indep endent variables that are truly necessary

Imp ortant considerat ions:

Is variable selection necessary or desirable for
your purp oses?

What eec ts will selection have on your
conclusions?

What metho ds can you use for nding good
subsets of variables?

What crite rion should you use for cho osing
your nal mo del equation?

How can you obta in an objective assessment
of the nal model?

Imp ortance of Selection

Should variable selection be done? In what way?

Answ er depends on the intended purp ose of the
mo del. Some typical purp oses:

Description of the Data

Might use linear regression estimates simply
to summa rize the data set (just like using the
mean and variance to summa rize a univa riate
data set).

No need for variable selection in this case |
a full description is usually desired.

Prediction  of Resp onse and Estimation of
its Mean (within the range of the
indep endent variables)

No particula r indep endent variable is sacred
| any one is eligible to be removed if not
useful for prediction.

Including useless X variables can actually
increase the variance of prediction and the
variance of response mean estimates. Best to
keep only variables whose predictive

imp ortance out weighs the additional variance
they intro duce.

Extrap olation (estimation outside the range
of indep endent variables)

This is dangerous. But mo dels with variables
selected based on the data may be even less
reliable for extrap olation than the full mo del.
Considerations beyond the data (e.g. physical
understanding of the system) may be just as
imp ortant in selecting variables.

Estimation of Paramete rs

Variable selection is a bias-versus -variance

trade-o. Eliminating variables could increase
bias in the coeci ent estimates for the other
variables, but will also decrease their variance.

Controlling  the Pro cess

Simila r to prediction, but also must retain
only indep endent variables that are causal.

Understanding the Process (Realistic
Mo dels)

Linea r regression based on observational data
is only a rst phase of the study. Variable
selection metho ds can be used to rank the
imp ortance of variables for later experimental
study (but other considerations may be as or
more imp ortant).

In summa ry: approach to variable selection
depends on research objective s.

Hencefo rth, assume we are interested in
prediction of a response or estimation of its
mean. (If not, may need to mo dify metho ds to
retain variables imp ortant for other reasons,

e.g. to reect known or suspected causal
relationships or to maintain an e ects hierarchy.)



E ects of Variable Selection

Analytical theo retical results are possible
assuming selection is not based on the same data
that is used to t the model. (This is unrealistic,
but instructiv e.)

Let

t = numb er of indep. vars. in full mo del

p= numb er of indep. vars. in reduced
(selected) model (p<t)

Xp; p= sub-matrices of X; involving only
variables in reduced mo del

bp: least squares parameter estimate using
reduced mo del

‘Ppi = predicted value for observation i (or
estimated E(Y;)) using reduced mo del

MS(Res) p= mean square for residuals using
reduced mo del

Then, in general,

1. MS(Res) p is a positively biased estimate of 2

2. by is a biased estimate of p

3. ‘Ppi is a biased estimate of E(Y;) (and a
biased predicto r of a new observation at the
same X value(s))

4. elements of Py have smaller variance than the
corresp onding elements of b (the least
squares estimate from the full model), and
might also have smaller mean squared error

5. ¥y has smaller variance than ¥; (based on the
full mo del), and might also have smaller
mean squared error and mean squared error
of prediction (MSEP)

Recall that the mean squared error for an
estimato r P of s

E(P )2 = v(h+ E(D )2

(i.e. variance plus squared bias).

What about if variables are selected based on
nding a\b est t* to the data? The resulting
selected model will tend to t the data better
than it ts the underlying population. This
\over tting" can change things!

For example, the bias in MS(Res) p for estimating
2 may actually be negative when selection is
based on the data. This can cause F -statistics to
be larger than they should be, which

comp romises the validit y of F-tests (i.e. increases
Type | error).

All Possible Regressions

Idea:

1. For every possible subset of variables, t the
mo del containing only those variables.

2. Cho ose the subset whose model achieves the
best comp romise between simplicit y and t to
the data.

Better- tting mo dels have larger R2. Simpler
mo dels have fewer variables. Picking a
comp romise mo del requires judgment!

Linthurst data example in SAS & {assuming data
set linthurst  was the most recently created):

proc reg;
model biomass = salinity pH K NaZn / selection=rsqu are;
run;




The result:
The REGProcedure
Model: MODEL1
Dependent Variable: biomass
R-Square Selection Method
Number in
Model R-Square Variables in Model
1 0.5994 pH
1 0.3899 Zn
1 0.0740 Na
1 0.0419 K
1 0.0106 salinity
2 0.6584 pH Na
2 0.6476 pH K
2 0.6083 pH Zn
2 0.6034 salinity pH
2 0.5526 salinity Zn
2 0.4300 Na Zn
2 0.4152 K Zn
2 0.0776 salinity Na
2 0.0743 K Na
2 0.0534 salinity K
3 0.6625 pH Na Zn
3 0.6604 pH K Na
3 0.6590 salinity pH Na
3 0.6522 salinity pH K
3 0.6521 pH K Zn
3 0.6366 salinity pH Zn
3 0.5765 salinity K Zn
3 0.5644 salinity Na Zn
3 0.4300 K Na Zn
3 0.0776 salinity K Na
4 0.6749 salinity pH K Zn
4 0.6718 salinity pH Na Zn
4 0.6642 pH K Na Zn
4 0.6617 salinity pH K Na
4 0.5773 salinity K Na Zn
5 0.6773 salinity pH K Na Zn

Displa yed mo dels are sorted rst by incre asing
variable subset size, then by decreasing R?Z within
each size.

Other considerations aside, for a given subset
size, the best model is the one maximizing RZ.

The best subset of each size: {pH}, {pH, Na},
{pH, Na, Zn}, {salinity, pH, K, Zn},
{salinity, pH, K, Na, Zn}

Note: The best 2-variable subset is {pH, Na}
(R2 = 0:6584). The subset {pH, K} we obtained
in Chapter 5 is the second best 2-variable subset
(R2 = 0:6476).

Can plot models on an RZ2-versus-subset-size
graph:

plot rsq.*in. / nomodel nostat;
run;

which results in:
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Note:

For all p, the best (p+ 1)-va riable mo del
always has at least as large of an R? value as
the best p-variable model. The full mo del
always maximizes RZ2.

For many values of p, there are several
p-variable models having RZ2 almost as high as
the best p-variable mo del.

Because it is always maximized by the full mo del
and does not direct ly account for mo del

simplicit y, RZ is not very useful for determining
the \b est" subset size.

If you must use R2, you should choose the
smallest model that has R? \almost" as high as
the full model's R2. (If there are none, cho ose
the full mo del.)

For the Linthurst data, perhaps p= 2 is best.



Subset Size Selection Criteria

R2 can choose the best subset of variables
among subsets of a given size, but is less helpful
for choosing between models of dierent sizes.

The follo wing criter ia are equivalent to R2 for a
given subset size, but more useful for cho osing
the \b est” subset size:

Residual Mean Square (MS(Res) p)

Adjusted R?2

Mallo ws' Cp

Ak aike Info rmation Criterion (AIC)

Schw arz Bayesian Criterion (SBC)

The SAS ¥ PROREG mai statement accepts
additional options that print these selection
criteria  for each mo del generated:

model biomass = salinity pH K Nazn/
selection=rs quare adjrsq mnse cp aic sbc best=1;
run;

We have also given the option best=1 so that

only the subset of each size that has largest R? is
generated. This includes every subset that is

\b est" by any one of these selection criteria,

since each criterion cho oses the subset of
maximum RZ among all subsets of its size. (See
textb ook for a complete listing that includes all
possible subsets.)

Another consequence of giving the option best=1
is that subsequent plot statements (issued while
this model statement is still in eect) will only
plot points for the best subset of each size.

The resulting output:

The REGProcedure
Model: MODEL2
Dependent Variable : biomass

R-Square Selection Method

Number in Adjusted
Model R-Square  R-Square C(p) AIC MSE
1 0.5994 0.5900 7.4206 546.1394 178618
2 0.6584 0.6422 2.2816 5409615 1 -5-5909
3 0.6625 0.6378 3.7960 542.4291 157833
4 0.6749 0.6423 4.2964 542.7437 155832
5 0.6773 0.6359 6.0000 544.4031 158622
Number in
Model R-Square SEC Variables in Model
1 0.5994 549.75274 pH
2 0.6584 546.38153 pH Na
3 0.6625 549.65573 pH Na Zn
4 0.6749 551.77705 salinity pH K Zn
5 0.6773 555.24304 salinity pH K Na Zn

Note that these best subsets are not nested: Na
app ears in the best 3-variable subset, but not in
the best 4-variable subset.



Residual Mean Square (MS(Res) p) Adjusted R?2

(MS(Res) p refers to the residual mean square
based on a p-variable mo del.)

MS(Res) p _ L 1 R2%(n 1)

Recall MS(Res )p is an unbiased estimato r of Rgdi;p = MS(T otal) n po
2 for a mo del containing all essential

variables. It is biased high for a model that where MS(T otal) = SS(T otal corr)=(n  1).
omits imp ortant variables and is not selected (Prove equiv alence for homew ork.)

based on the data. (It may be biased low if

, Equivalent to MS(Res) p. Attempts to
variables are selected based on the data.)

adjust R? for the eect of irrelevant variables.

Plots of MS(Res) p for the best p-variable
mo del versus p should show an initially
downw ard trend that becomes approxim ately
at once all essential variables have been
included.

Plots of qu 0 for the best p-variable mo del
versus p should show an initially upward trend
that becomes approximately at once all
essential variables have been included.

In SAS £ In SAS i1

plot adjrsq.*in. /' nomodel nostat;

plot mse.*in. / nomodel nostat; run:

run;

which results in: which results in:
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Selection principle: Cho ose the smallest Selection principle: Cho ose the smallest
subset size after which the trend for subset size after which the trend for qu.p
MS(Res) p (for the best p-variable mo del) remains approximately at.

remains approximately at. i
For the Linthurst data, p= 2 seems best.

For the Linthurst data, p= 2 seems best.



Mallo ws'" Cp

SS(Res) p N 2p0

Cp =
p s2

n
where s? is MS(Res) for the full model (or
any unbiased estimate of 2 that does not
depend on the mo del being evaluated).

Cp is approximately p®when the model is
correct (homew ork). It tends to be larger
than p®when essential variables are omitted.

In SAS £ 1

plot cp.*np. / nomodel nostat cmallows=blue;
run;

(Note the horizontal plot variable is np.
instead of in. to plot versus p%instead of p.
Option cmallows plots the Cp= p°line.)

The result:
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Some practitioners consider only subsets for
which Cp is not (to o far) above the Cp= p?
line, and cho ose the one that has fewest
variables or smallest Cp. Other s simply

cho ose the subset with smallest Cp overall.

For the Linthurst data, p= 2 seems best.

Ak aik e Info rmation  Criterion  (AIC)

AIC( p% = nIn(SS(Res) p) + 2p0 nIn( n)

(Formula arises from likeliho od and
info rmation theo ry considerations.)

The rst term penalizes poor model t, while
the second term penalizes the inclusion of
to o many variables. (The third term is not
strictly necessary.)

In SAS £ 1

plot aic.*in. / nomodel nostat;
run;

which results in:
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Selection principle: Cho ose the subset size
that minimizes AIC.

For the Linthurst data, this is p= 2.

Warning: Research has shown that AIC tends
to include too many variables (i.e. favors
subset sizes larger than the true mo del).



Schw arz Bayesian Criterion (SBC)

SBC(pY = niIn(SS(Res) p) + [In(n)]p® nin(n)
(Formula based on approximating a Bayesian
version of variable selection.)

Similar in form to AIC, but tends to favo r
simpler mo dels (whenever n 8).

In SAS &1

plot sbc.*in. / nomodel nostat;
run;

which results in:
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Selection principle: Cho ose the subset size
that minimizes SBC.

For the Linthurst data, this is p= 2.

Note: Another name for SBC is the Bayesian
Info rmation Criterion (BIC).

Warning: PROCREGo ers an option bic that
computes a dierent criterion.

Rema rks:

This is not an exhaustive list | many other
variable selection crit eria have been prop osed.

Dierent criteria may give dierent answers.
No single criterion is always right.

The data situation and the goals of the study
should also be considered in selecti ng
variables | a variable selection criterion is
only a guide.

Sequential (Step wise) Metho ds

Computing all possible regressions is not always
feasible: With t variables in the full model, there
are as many as 2! subsets to compa re.

(Sp ecial algorithms can reduce the computations,
but are still doomed for large t.)

Some alternativ e low-computation  metho ds that
explore mo dels sequentially by adding/removing
one variable at a time:

Forward Selection

Backw ard Elimination

Step wise Regression

None is guaranteed to nd an \optimal® mo del
(not even among models of the same size).



Forw ard Selection

1. Start with only the intercept (no
indep endent variables).

2. For each variable not in the mo del,
compute its partial SS adjusted only for
the variables currently in the mo del.
Compute corresp onding F -statistics and
their p-values.

3. If all p-values are larger than a preselected
\signi cance level to enter" (SLE), stop
with the current mo del.

4. Otherwise,
smallest p-value.

add the variable having the
Return to 2.

Linthurst data example in SAS &1

model biomass = salinity pHK Nazn/
selection=fo rward sle=0.50;
run;

(Cho ose high SLE to explore more mo dels.)

The SAS &—antput will include detailed
ANO VA and parame ter estimates for each
step, followed by a nal summa ry:

Summaryof Forward Selection

Variable  Number Partial Model
Step Entered Vars In R-Square R-Square C(p) F Value Pr > F
1 pH 1 0.5994 0.5994 7.4206 64.33 <.0001
2 Na 2 0.0591 0.6584 2.2816 7.26 0.0101
3 Zn 3 0.0040 0.6625 3.7960 0.49 0.4888
4 salinity 4 0.0093 0.6718 4.6696 1.14 0.2929
5 K 5 Q0055 0.6773 6.0000 0.67 0.4182

All variables were entered, in this case, but
note that if SLE = 0:05 or SLE = 0:10 were
used instea d, selection would stop after
Step 2 with the subset {pH, Na}.

\P artia | R2" refers to the coecient of
partial determination (home work) for the

entered variable relative to the current mo del.

Backw ard Elimination

1. Start with the full model (all variables).

2. For each variable in the current mo del,
compute its partial SS adjusted only for
the other variables in the current mo del.
Compute corresponding F -statistics and
their p-values.

3. If no p-value is larger than a preselected
\signi cance level to stay" (SLS), stop
with the current mo del.

4. Otherwise,
largest p-value.

remove the variable having the
Return to 2.

In SAS £ 1

model biomass = salinity pH K Nazn/
selection=ba ckward sls=0.10;
run;

(SLS = 0:10 is used here only because it is
used in the textb ook.)

The SAS #—ontput will include detailed
ANO VA and parame ter estimates for each
step, follo wed by a nal summary:

Summaryof Backward Elimination

Variable  Number Partial Model
Step Removed Vars In R-Square R-Square C(p) F Value Pr > F
1 Na 4 0.0025 0.6749 4.2964 0.30 0.5893
2 Zn 3 0.0227 0.6522 5.0374 2.79 0.1027
3 salinity 2 0.0046 0.6476 3.5937 0.54 0.4656

Note: This lists the variabl es that were
removed .

The nal subset is {pH, K}.

W e used this approach earlier on the
Linthurst data (Chapter 5), and obtained the
same nal subset, even though we used

SLS = 0:05.



Step wise Regression

(A modication of forward selection that
allows added variables to be dropp ed late r if
they become insignicant in the presence of
new variables.)

1. Start with only the intercept.

2. If no variable outside of the mo del meets
SLE, or if the variable with smallest
p-value among those outside the mo del
was the variable most recently removed,
stop with the current mo del.

3. Otherwise,
p-value.

4. Perform back ward elimination on the
current mo del until all variables in the
mo del meet SLS. Return to 2.

All variables in the nal model meet SLS,
though it is possible for some variables
meeting SLE to remain outside .

(This particula r algorithm is one of several

possible variants.)

In SAS £ 1

enter the variable with smallest

model biomass = salinity pH K Nazn/
selection=st epwise sle=0.50 sls=0.15;
run;

The high SLE = 0:50 allows the metho d to
explore more models before it stops.

The SAS #_ontput will include a detailed
ANO VA and parame ter estimates for each
step, followed by a nal summa ry:

Summaryof Stepwise Selection

Variable Variable Number Pa rtial  Model

Step Entered Removed Vars In R-Square R-Square C(p)
1 pH 1 0.5994  0.5994  7.4206
2 Na 2 0.0591 0.6584  2.2816
3 Zn 3 0.0040 0.6625  3.7960
4 Zn 2 0.0040 0.6584  2.2816

Summaryof Stepwise Selection

F Value

64.33
7.26
0.49
0.49

Step Pr > F

1 <.0001
2 0.0101
3 0.4888
4 0.4888

Metho d stopp ed with the subset {pH, Na}.
(Recall that the same mo del was suggested
by forward selection, but not by backw ard
elimination.)

In any sequential metho d, SAS k£ 13es a stopping
rule determined by SLE and/o r SLS. (Some R
functions use a dierent rule: Continue until AIC
cannot be further decreased.) The nal model
produced by the metho d is the mo del that the
rule has chosen.

Alternative:  Use very lax signicance levels (large
SLE in forward and stepwise and small SLS in
backw ard) so that many mo dels are generated,
then use a selection criterion (e.g. Cp) to choose
the best one from among these.

Other Selection Metho ds

Variable selection
research interest.

is a topic of continuing
Some more recent ideas:

the \lasso" and related metho ds | minimize
criteria that favor parameter values that are
exactly zero (unlik e least squares)

Bayesian variable selection | put a\prior
probabilit y* on whether or not each variable
is in the mo del

These do not necessarily provide the least
squares estimates for the model containing the
variables they select.

SAS #_implementations are currently limited, but
there are R packages for some of these metho ds.

Variable selection is a special case of the more
general topi ¢ of mo del selection



Mo del Validation

Standa rd error estimates, condence intervals,
and prediction intervals are all based on

using MS(Res) p as an estimato r of 2 under the
mo del assumptions.

Possible trouble:

The model may be inadequate (e.g. in the
form of E(Y) as a function of the Xs).

Even if the model is adequate, MS (Res)p is
not an unbiased estimate of 2 if the
variables were selected based on the data.

Condence inter vals and prediction intervals
based on MS(Res) p may be too narrow.

We need a realistic assessment of how well the
mo del suits its inte nded use (preferably

indep endently of the assumptions and data used
to t it). Our textb ook calls this validation

If the purp ose is purely prediction, the usual
measure of suitabilit y is the mean squared error
of prediction

E(Ynew Yhew)?

V(Ynew  ¥new)

+  E(Ynew) E(¥new) ?
V(Ynew) + V(¥Pnew)

+ E(Ynew) E(Pnew) °

MSEP

May either depend on Xnew Or be an average over
random Xnpew Sampled from a relevant population.

The analytic al formulas for MSEP derived
previously may not be useful if the model is
untrust worthy or selected based on the data.

For a selected model, the estimate based on the
analytical formula for MSEP (used in prediction
intervals) is not valid because of the possible bias
in both the mean and the variance estimate.

Several ways to obtain more valid estimates
of MSEP:

Collect new data (indep endent of original
data):

Xnew:1; Ynew:l 5 ii; Xnew:m; Ynew:;m

(preferably from the population to which
prediction will be applied). Then form the

estimate

1 X ¥ 2

m Ynew ;i new ;i

m ._

i=1
where
‘Pnew;i = model prediction at Xpew:;

Notes:

{ Technically , this estimates MSEP
conditionally on the data used to t the
mo del (but this is appropriate if you are
committed to using that mo del).

{ If you have control over the Xnew values,
you can estimate MSEP for specic Xnew
by using replicates . If not, this estimates
population-avera ge MSEP .

{ Can test if (average) prediction bias is
zero and form realistic prediction intervals.
(See example in the textb ook.)

{ Should also look for irregul arities in the
prediction residuals (p erhaps with
diagnostic te chniques we will study later).

{ If the new sample is tak en from the
population to which the prediction will be
applied, this gives an unbiased assessment
even if the original data are not
representative or the population has
changed.

Split the (original ) data into two portions
(usually at random): one to t the model,
the other (usually smaller) to assess.

After tting the model based on the tting
portion, form the previous estimate of MSEP,
based on the assessment portion.



Cross-validation : Repeat the data-splitting
idea several times, with dierent data

allo cation each time. Then average the
MSEP estimates obtained.

K -fold cross-validation

1. Split observations randomly into K parts
of (roughly) equal size.

estimate  MSEP for the model that is t
using the other K 1 parts.

3. Average these K estimates of MSEP to
get the nal estimate of (sample-average)
MSEP .

(It is usually assumed that, for each t, the
entire  mo del-tting  process is rep eated,
including any variable selection.)

In the special case of n-fold cross- validation,
each part contains only one observ ation. This
is sometimes called leave-one-out
cross-validation

Leave-one-out cross-validation is related to
the PRESS (predicted residual sum of
squares) statistic:

X 2
PRESS = Yi \pi (I)
where

‘Pi(i) = prediction at X; based on the
model t without observation i

SAS £ PROREGprints the PRESS statistic as
a side eect when you give the option p, r,
cli , or clm to the model statement.

For example, running a new model statement
with only pH and Na as indep endent variables
and with option p produces the usual output,
predicted values, and residuals, followed by

Sumof Residuals 0
Sumof Squared Residuals 6548174
Predicted Residual SS (PRESS) 7394089

The corresponding estimate of
(sample-average) MSEP is then

PRESS =n = 7394089 =45 = 164313 :

The PRESS statistic is usually calculated
without doing a separate variable selection
for each t, and thus this estimate is not
quite the same as the leave-one-out
cross-validation estimate. It may be biased.

If the only purp ose is prediction, mo del validation
does not directly address whether the model is
correct or realist ic for the data. Assessing the
statistical correctne ss of the mo del will be
studied later (Chapter 11).

Bew are: In some contexts, the ter m \validation"

is used to mean preventing the model from

\over tting" the data (i.e. tting the data more
closely than it ts the population). We are not
using the term in that sense here. We validate to
assess the performance of the model that we
plan to use, whether or not it is \overt".



