                            Exam 1 Review
Example 1: Do pregnant women who smoke have babies with lower birth weight than those who do not smoke? A researcher thinks so. To test her conjecture she has recorded the birth weight of babies born at Shands in a given period, together with the smoking status of the mother and summarized the data as shown below: 

	Smoking
Status
	Sample
sizes (ni)
	Sample Statistics

	
	
	Sample Means (
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)
	Sample Standard Deviations (Si)

	1. Smokers
	134
	2733 grams
	599 grams

	2. Nonsmokers
	5974
	3118 grams
	672 grams


Do the above data support the conjecture of the researcher?

No. of populations :  2     

Population 1: Set of ALL pregnant women who smoke.

Population 2 : Set of ALL pregnant women who do not smoke.

Samples : We have 2 independent samples, one from each population.

No. of Parameters : 2
1ST parameter : µ1 = µS = mean birth weight of babies born to ALL pregnant women who smoke and

2nd parameter : µ2 = µN = mean birth weight of babies born to ALL pregnant women who do not smoke

Parameter of interest : µ1 - µ2
Type of response variable : Quantitative.
Why? 

Because birth weight takes only numerical values.
Are the samples dependent or independent? 
Ans : Independent.

Why?
Because smokers and non-smokers correspond to different women.

Hence, what type of problem do we have?

Ans : Comparing 2 population means using two independent random samples.
1. What are hypotheses to be tested?

Ho:  µ1 - µ2 = 0     vs.  Ha: µ1 - µ2 < 0
     How can you tell?

Since the researcher guesses that smokers give birth to babies having lower birth weight than do non-smokers.

2. What is the test statistic for this problem?

Since we have quantitative data, (and the population variance is unknown) the test statistic to use is 
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where 
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  is an estimate of µ1 - µ2  and 
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  is the estimate of the standard error of  
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Finally, since the two sample sizes are very different we will use df = smaller of {(n1 – 1) and (n2 – 1)} = 133 for the test statistic. 

Since the df is too large, we will use the normal distribution. (Why?)

Ans : Since the t distribution approximates the normal 

distribution for large sample sizes.

5. Are all the assumptions needed for this procedure satisfied?

   a)  Random and independent samples which we think  

 have been satisfied since the samples were randomly  

 selected and were also independent since the 
 smokers and non- smokers correspond  

        todifferentwomen.  .

    b) The type of random variable (birth weight) is   

Quantitative. So this assumption is satisfied.

    c) We do not know if the populations have Normal
distributions. Since we have no way of knowing this, we will assume that the populations are approximately Normally distributed and our results will be valid if this assumption is approximately true.

6. What is the calculated value of the test statistic?
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7. What is the p-value of the test?

Before you write the formula for the p-value ALWAYS look at Ha. The sign (in Ha) determines the direction of the area. Since in our case, Ha: µ1 – µ2 < 0 the p-value is 

                      P(T < Tcal) = P(T < –7.34).
Since the df is large we may use the Normal 

approximation to the t distribution and write

            P-value = P(Z < – 7.34) = 0
 Because, from the z table we have P(Z < - 3.4) = 0 and our test statistic (-7.34) is much smaller than -3.4.
Q : What would have been the p – value of this test if the alternative was two sided i.e Ha : µ1 – µ2 ≠ 0
Ans : The p-value would be double the p-value for the one sided test. Since the one sided p-value is close to 0, the two sided p value would also be close to 0.
8. What is the decision? 

Since p-value is less any reasonable level of significance (α), we will strongly reject Ho. 
            Remember that the decision rule is always:

“ Reject Ho when p-value ≤ α and fail to reject Ho when p-value > α”
9. What is the conclusion of the test?

The observed data strongly support the researcher’s conjecture that on average, pregnant women who smoke have babies with lower birth weight than those who do not smoke.
10. What is the CI? Interpret what you have found.

 Suppose we have observed the following output    from Minitab:

Two-Sample T-Test and CI
Sample
  N

Mean
StDev
SE Mean

1


 134

2733
 599
    

51.7

2


5972
3118
 672

 
  8.7

Difference = mu(1) – mu(2)

Estimate for difference = –385.000

95% CI for difference (– 488.738, – 281.262)
T-Test of difference = 0 (vs <): 

 T-Value = – 7.34 P-Value = 0.000 DF = 140

12. What does the C.I tell us?

Since 0 is not in the C.I, we conclude that there is a significant difference between the two population means.  Moreover since the C.I contains all negative values, we can say that the mean birth weight of babies for non-smokers (µ2) is significantly higher than the mean birth weight of babies for smokers (µ1).

              µ1 – µ2 = -488.74 : µ1 = µ2 – 488.738


µ1 – µ2 = -281.26 : µ1 = µ2 – 281.26
We are 95% confident that the mean birth weight of babies born to mothers who smoke is atleast 281.262 grams less and atmost 488.738 grams less than the mean birth weight of babies born to mothers who do not smoke.
13. Do the results of the CI and significance test agree?  

      Must they agree? Why or why not?

Although the results do agree here (because we rejected Ho and the CI did not contain 0) they do not need to agree all the time.
In general, the results of significance test with a two sided alternative and CI MUST agree. 

But , the results of a C.I and a one sided significance test may not always agree : 
Eg : Suppose for a particular problem, we are testing 

                    H0 : μ = 0    vs   Ha : μ ≠ 0         

We calculate the test statistic and our p –value is 0.07. If our significance level is α = 0.05, we should fail to reject H0 since 0.07 > 0.05. 

Now I construct a 95% confidence interval for μ and it contains 0 thus giving us the same conclusion as the test (this is what we expect).

Now, I make the alternative hypotheses one sided i.e either  

Ha : μ > 0   or   Ha : μ < 0         
The value of the test statistic will remain the same but the p-value will become 0.07/2 = 0.035 (since we are now taking a one tailed area instead of a two tailed one). But 0.035 is less than 0.05 and so we reject H0 and conclude that μ should not be 0. But our 95% confidence interval DOESNOT CHANGE (b/c the C.I has nothing to do with the p value) i.e our C.I would still say that 0 is a reasonable value of μ. Thus, the conclusion we draw from the one sided test and the C.I is different.
Note 2: If the problem stated that the population standard deviations can be assumed to be equal, we would have calculated the pooled standard deviation : 



         (n1 - 1)S12 + (n2 - 1)S22
                       S = 

      n1 + n2 - 2
and then used 


se = 
S   1/n1 + 1/n2
as our new standard error. Moreover, the df of our t statistic would have been n1 + n2 – 2 NOT min{ n1 - 1, n2 -1}. Everything else would remain the same. 
Note 3: For a problem relating to proportions, the basic format for testing and C.I would remain the same except that

· The parameter of interest would be p1 – p2 in place of µ1 - µ2.
· The sample estimate would be 
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· Each sample should have at least 10 success and 10 failures.
· We use a  z score in place of a t score.
· The standard error for C.I would be 
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· The standard error for a test statistic would be 
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       where
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is the pooled estimate of proportion given  

       by  
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total # of successes in the two samples


                      total sample size

· For significance tests, if we have 5 successes and   

    5 failures in each sample (in place of 10), that will  

    be enough.

Except these differences, the procedure of finding p values, C.I etc would remain the same as usual but here we would use the z statistic (instead of the t) for doing all these.(Please look at the example in my notes : Chapter 10 Part I)
Example – 2: Many children are diagnosed each year with asthma.  In an effort to educate these children about their condition, an educational video was developed.  To test the effectiveness of this video, ten randomly selected children, of elementary school age, who had been recently diagnosed, were chosen to participate in a study.  A nurse asked the children a series of questions about asthma, then showed them the video and asked the same questions again.  The children’s scores were as follows:
	Child
	1
	2
	3
	4
	5
	6
	7
	8
	9
	10

	Before
	61
	60
	52
	74
	64
	75
	42
	63
	53
	56

	After
	67
	62
	54
	83
	60
	89
	44
	67
	62
	57


1.  What type of a problem is this? Why?
Ans : Matched Pairs Analysis. This is because the two sets of observations correspond to the SAME children.
2. What is the random variable? 
Ans : Children’s scores in the test
3. Is it continuous or discrete? 
Ans : Discrete/Quantitative
4. Are samples dependent or independent?

 Ans : Dependent 

5. Assumptions : 
a) Random sample?

   Ans : Satisfied since the children were chosen   

             randomly
b) Normal population distribution?
    Ans : The difference scores should have a Normal 

              distribution in the population
6. Parameter(s) of interest 

                        µd = µ1 -  µ2 : Difference in scores before
                                             and after watching the video.
7. Hypotheses 
         Ho: µd = 0  vs.  Ha: µd < 0               [Why?]

Because we want to test whether the children’s mean score  increased after they watched the video i.e whether the video makes them more knowlegeable about asthma. So, we should test whether the difference between their mean scores (before and after watching the video) is negative or not.                    

8. Test Statistic :             
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where 

              n : common sample size.
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: sample mean of the difference scores.

              Sd : sample standard deviations of the 

                   difference scores. 

               0 : null value  
Calculated value of T is
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9. P-value
                     Since Ha: µd < 0,

                     P-Value = P(T ≤ Tcal) = P(T ≤  - 2.78)
Looking at the row with df = 9 (in Tab  B) we see that

P(T ≤  - 2.262) = P(T ( 2.262) = 0.025 and 
P(T ≤  - 2.821) = P(T ( 2.821) = 0.010.

Since - 2.78 lies between -2.262 and -2.821,



 0.010  < P(T ≤  - 2.78) < 0.025
i.e             0.010 < p-value < 0.025
10. Decision
Since 0.01 < p-value < 0.05 < 0.10, we will reject Ho at α = 0.05 and α = 0.10, but NOT at α = 0.01.

11.Conclusion : Since we reject Ho, we conclude that the difference scores are negative i.e the mean scores of the children increased significantly after they watched the video. Thus, the observed data indicates that the video is effective in increasing the knowledge of elementary school aged children’s about asthma at 5% level of significance.

The following output is obtained from Minitab. 
Interpret the results:
Paired T-Test and CI: before, after 

Paired T for before – after

             

N      
Mean    
StDev  
SE Mean

before    

10   

60.0000  10.0000   3.1623

after       

10   

64.5000  13.2267   4.1826

Difference  
10  
     – 4.50000  5.12619  1.62104

95% CI for mean difference: (– 8.16705, – 0.83295)

T-Test of mean difference = 0 (vs < 0): 
T-Value = – 2.78 P-Value = 0.011
Note that the confidence interval has both ends negative, which indicates that the mean of the population of scores before watching the video is smaller than the mean of the population of scores after watching the video, i.e., we are 95% confident that watching the video is effective in increasing the children’s knowledge about asthma.
                       TWO WAY ANOVA

Example : A survey was conducted to test how the mean number of hours of watching TV per day depends on gender and race. The following ANOVA table shows the results.
1. Response variable : mean # hours of TV.

2. Factors :  

                  i) Gender : 2 levels (male and female).

                 ii) Race :  2 levels.
Thus, our ANOVA table will look like : 

	Source
	df
	SS
	MS
	F

	Gender
	1
	   2.22
	2.22
	0.555

	Race
	1
	489.65
	489.65
	0.00

	Interaction
	1
	0.12
	0.12
	0.892

	Error
	1736
	11094.04
	6.39
	

	Total
	1739
	11583.81
	
	


First we test for the presence of interaction : 

Hypotheses:

   Ho: There is no interaction between race and gender.
     vs Ha: There is interaction

Test statistic:  F = MSI / MSE = 0.02
P-Value: The above F statistic has df= (1, 1736). From the F table (tab D) we see that for a F(1,∞ ) distribution, the area above 3.84 is 0.05. Since 0.02 < 3.84, the area above 0.02 i.e the p-value will be way higher than 0.05 (infact it is 0.892).
Decision: We fail to reject Ho since our p-value is way higher than any reasonable level of significance (0.05, 0.1 or 0.01).

Conclusion: There is strong evidence that gender and race doesnot interact in their effect on the mean number of hours of TV watched per day. 
Since there is no interaction, we can test for the main effects of race and gender on the frequency of watching TV.

Main effects of race : 

            Hypotheses : Ho: (1 = (2 vs.   Ha: (1 ≠ (2
where (1 and (2  are the mean number of hours of TV watched by whites and blacks.
Conclusion : Since the p-value corresponding to race is 0.00 we strongly reject Ho at all possible significance levels (since it is less than 0.05, 0.01 and 0.1) and conclude that there is significant difference between the mean number of hours of TV watched by whites and blacks.  
Main effects of gender : 

            Hypotheses : Ho: (1 = (2 vs.  Ha: (1 ≠ (2
where (1 and (2  are the mean number of hours of TV watched by males and females.

Conclusion : Since the p-value corresponding to gender is 0.555, we fail to reject Ho at all possible significance levels (since it is less than 0.05, 0.01 and 0.1) and conclude that there is no significant difference between the mean number of hours of TV watched by males and females.  

The sample means are : 
                  White females : 2.71 hrs
                  White males : 2.79 hrs
                  Black females : 4.13 hrs
                  Black males : 4.16 hrs
So, for each race, the mean number of hours of TV watched by males and females is very close while for a particular gender, there is a large difference between the values for the two races. Thus, the above values confirm the conclusions we arrived at before. 
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