Chapter 14
Analysis of Variance (ANOVA)
In Chapter 10, we learnt how to compare the means of two groups on a                      response variable. In reality, we may have more than two groups (or populations). The statistical method by which we compare the means of multiple (>2) groups is called Analysis of Variance or ANOVA. 

As before, the groups to be compared are identified by the categories of an explanatory variable. In Chapter 10, our explanatory variable always had       categories since we dealt with two populations. But now, our explanatory variable will have                 categories since we will compare multiple groups.

In ANOVA, the categorical explanatory variables that identify the groups are called the              . When there is only one factor, the technique is called One–way ANOVA. 

Eg : Suppose a researcher wants to compare three diets by the amount of weight loss they induce among subjects taking them. She randomizes a group of subjects into the three diet regimens (Low fat, Low cal and Low carb). She measures their weights before and after they take the diet and calculate the difference (if any). So, here the explanatory variable is “                                 ” which has 
                 categories corresponding to low fat, low cal and low carb. The quantitative response variable is “                         ” among subjects taking the diets.
One–way ANOVA

Basically ANOVA is a hypotheses test as we will see now. As with any hypotheses tests, there are certain assumptions which should be satisfied. 

Assumptions

a) Random samples should be selected from each of the populations.

b) Distribution of the response variable should be              

in each group with equal standard deviations. This should hold for small samples, but is not too important for large samples.
Note I : Assumption (b) is not crucial if sample sizes (from each group) are equal. Otherwise two times the smallest sample standard deviation should be more than the largest sample standard deviation for (b) to hold.

Note II : Always remember that the ANOVA is a test for the         

                               between the quantitative response variable and the group factor.

Suppose we have to compare g groups. So, our factor will have     levels (or categories) corresponding to the g groups or populations. We want to compare the means of the response variable, say Y (denoted by µ1, µ2, …,µg) in the g groups or populations.

In doing so, we first propose a null and an alternative hypothesis. Our null hypotheses proposes that the population means are equal (to a common value µ) i.e.
                              Ho: 

If Ho is not true, perhaps all the population means differ or maybe only one mean differs from the rest. So,
                      Ha:

Test Statistic : To test whether there are significant differences between the population means, the test statistic is given by

Observations : 

                 (i)                  the variability                groups relative to the variability             groups (i.e if F is large),  

                 is the evidence against Ho – thus we             
Ho and conclude that there is a significant difference between µ1, µ2,…,µg.
(ii) On the other hand, if the variability between groups is approximately equal to the variability within groups, (i.e. F ≈ 1), we fail to reject Ho and conclude that µ1, µ2,…,µg are equal.
The test statistic that we actually use in practice is : 

  F =    Between groups estimate of σ2    

Within groups estimate of σ2
        = MSB / MSW
  When Ho  is true, the F statistic has the F sampling  

  distribution with degrees of freedom given by df1 = 

  and df2 =             .
P-value: The p value will be the             tailed probability (or area) above the observed F value. We can get it from the F-table (Tab D) in the book.
Decision Rule:  We will reject Ho if                    and fail to reject otherwise.

 The results we obtain from ANOVA are expressed in an   

 ANOVA table which looks like this : 

	Source
	df
	SS
	MS
	F

	Between Groups
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Calculation of the test statistic : All said and done, we have to know how to actually calculate the F – test statistic because o.w we cannot do anything else! To do this, we first define some notation as follows : 
Notation:

In the most general case, we draw a sample of size ni from the ith group. Let the values of the response variable be denoted by y.

Let,

            yij = jth observation in ith group,



                        j = 1, 2, …, ni; 
i = 1, 2, …, g
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 = sample mean for ith group
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= Overall sample mean


= Average of all observations
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ni 
= number of observations from ith group

N 
= 
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= Total number of observations in all the samples  

          combined.

g = Number of groups or populations to be compared.
Sum of Squares : 
In order to calculate MSB and MSE, we first have to calculate something called SSB and SSE : 
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= Error (within) sum of squares
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= Standard Deviation for group i

Always remember, 

              Mean Squares = 

Thus,

                            MSB = 

                            MSE = 

MSB and MSE estimates the between and within groups variability.

Eg :  Let us go back to the diet example. Suppose the researcher randomizes 4 subjects to each of the three diets. At the end of the study, the weight loss for each one of them is as follows : 

   Low Fat

  Low Cal

Low Carb
22



24



28

18



21



27

21



26



30

25



27



32
      Assumptions : 

(i) The researcher takes a random sample of obese 

patients and randomizes them into the three diet groups. So, the random sample assumption is satisfied.

ii) We assume that the response variable “weight loss” has a normal distribution in all the three populations. Moreover, since the smallest and largest standard deviations are            and              and also since
                       (2.217) ( 2 = 4.434 > 2.887
 we can assume equal population standard deviations.
          Hypotheses : We want to test whether the mean weight loss are the same for the three diets or that they are different. So, our null and alternative hypotheses will be 

                           Ho: 
                           Ha: 
      Test statistic : From the above table, we have
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   Here,

N =         = Total number of observations from all 

                   the groups.


g =      = number of groups.
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Using the formula given before, it is easy to show that 

SSB =              and SSE =              . 

Thus, the ANOVA table will be

	Source
	Df
	SS
	MS
	F

	Between Groups
	g – 1
	SSB
	MSB = SSB/g-1
	F = MSB/MSE

	Within Groups

(Error)
	N – g
	SSE
	MSE = SSE/N-g
	

	Total
	N – 1
	SST
	
	


	Source
	Df
	SS
	MS
	F

	Between Groups
	
	122.1
	
	

	Within Groups (Error)
	
	60.75
	
	

	Total
	11
	182.85
	
	


Thus, our F test statistic will be Fcal =          with df (    ,    )

P-value: From Table D, we obtain that at df1 = 2 and df2 = 9, the right tailed area above 4.26 is 0.05. Since our test statistic 9.05 is much larger than 4.26, the area above it will be               than           . Thus, our p-value               .

Decision rule : If our significance level is α = 0.05, then we would                 Ho at          significance level.
Conclusion: It is highly likely that the mean weight loss induced by the three diet regimens will be                   from each other.

Now, we may want to know which of the three diets lead to the greatest weight loss (since that diet will be the best). We may also want to know exactly how different are the diets when compared in pairs or whether one of the diets is substantially different from the other two.

To answer these questions we must compare the population means in pairs. This is called “pair-wise comparison”. That will be topic of the next section.
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