Residual Standard Deviation : 
For every combination of values of the explanatory variables, the values of the response variable varies with a certain standard deviation. Infact, this was our third assumption for doing inference on the slopes. The amount of variation (called the “residual standard deviation”) is measured by the square root of the Mean square error. 

Eg : For the crime example, the mean square error was 439.01. So, we conclude that, for fixed values of education, urbanization and income, the crime rates vary with a standard deviation of about 
Now, in the sample, crime rate has mean 52.4 and standard deviation 28.19 which is higher than 21. This is because, when we fix the values of predictors at certain levels, the response variable varies less than it does overall.
In the last lecture, we tested whether a single predictor was related to the response variable, controlling for the other predictors. Now, we can generalize this and test whether all the predictors have a collective effect on Y i.e whether Y is statistically dependent on all of (X1, X2 ,…, Xp) at once.

Thus, the null hypotheses will be

                    H0 : β1 = β2 = …= βp = 0
and the alternative will be

Ha : at least one β ≠ 0.
Always remember that, if, for a multiple regression model, all the slope parameters are 0 then both R2 and R will be 0 too.

The assumptions of this test are exactly the same as the assumptions for the t test we did before.

The test statistic is the F value displayed in the ANOVA table where

                  F = MS for regression / MSE

As the value of R2  increases, the above F statistic also increases. 

The p-value of the above test is the right tailed area under the F curve above and beyond the observed value of the F statistic.

Eg : For the crime example, we had the following ANOVA table : 
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Here, MSreg=                   and MSE = 
Thus,


      F = 
Its degrees of freedom is

                     (df of SSreg, df of SSE) = 
Since 18.834 is quite high a value, the p – value is 0. Thus, we                  H0 and conclude that at least one of education, urbanization or income has an effect on crime rate of a county. Infact from the SPSS table of estimates, we conclude that only urbanization has a significant influence on the crime rate for a particular county (since only the p-value of urbanization is less than 0.05).
Always perform the F test first to get an idea whether any of the explanatory variables has any influence on Y. If the p - value of the F test is large, there is no need to perform the individual t tests. But, if the p-value is small, we can then perform separate t tests for the individual effects to hunt down the predictor(s) which are affecting Y. 

                Sec 13.4 : Residual Analysis

For simple linear regression, residuals helped us in checking whether the response variable has a normal distribution at each value of the explanatory variables. 

For multiple regression too, we can use residuals to check for the assumptions we used for doing inference earlier. In this case we will compare the observed values y and the predicted values 
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to check our modeling assumptions.
Here also we would plot the histogram of the standardized residuals (
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) to check for normality of the response variable. Observation(s) with standardized residual value > 3 or < -3 would indicate 
· influential observation(s).

· non-normality (or skewness) in the original distribution.

Eg : For the crime dataset, SPSS draws the following histogram of the standardized residuals : 
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Conclusion : There is a clear bimodality in the histogram indicating that crime rate doesnot seem to follow a normal distribution for each combination of the values of the predictors. So, it is likely that our third assumption has not been satisfied.

Fortunately enough, two sided tests and C.I about the slope parameters holds even if this assumption is not satisfied. So, there is no reason to disbelieve the conclusions we have drawn regarding the effects of the explanatory variables (education, urbanization and income) on the crime rate.

Residuals also help us to check whether the population mean has a linear relationship with the predictors i.e our first assumption for doing inference.
In order to do this we have to plot the residuals against each explanatory variable in turn and for each of the plots we have to check whether the residuals fluctuate more or less randomly about 0 – if it does i.e if the plot is like this : 
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we can say that controlling for the other predictors, Y has a linear relationship with X.

If the residuals follow a curve around the 0-line i.e if the plot is like this : 
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Y is said to be non-linearly related to X.

On the other hand, if the residuals follow a “funnel-like” pattern i.e increasing in variation with the increase in the predictor values,
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we would suspect that that the residual standard deviation of y values is increasing with the predictor values.
Eg : For our crime dataset, the standardized residual plots are as follows : 

i) Education : 
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Conclusion : The residuals fluctuate more or less randomly about 0. There is no noticeable change in trend or variation. So, controlling for urbanization and income, crime rate can be assumed to be linearly related to education.
ii) Urbanization : 
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Conclusion : Here also, the residuals fluctuate more or less randomly about 0. There is no noticeable change in trend or variation. So, here also, controlling for  education and income, crime rate can be assumed to be linearly related to urbanization.
iii) Income : 
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Conclusion : Here there is a gradual decrease in spread of the residuals with increasing income. This suggests that crime rate tends to vary less when the incomes of residents in a county is higher for given values of urbanization and education.
Sec 13.5 : Using Categorical Predictors in Regression   

                                       Equations

Till now, we have only worked with Quantitative variables i.e variables that take only numerical values like : weight and mileage of cars, crime, urbanization and education rates, median income etc. 

But, there are variables which doesnot take any numerical values. Instead the observations (recorded for that variable) belongs to one of a few categories. These variables are called Categorical variables.

Eg : Your place of residence (house, condominium, apartment, dormitory etc). 

Now, there are ways in which we can also include categorical variables into a regression equation alongside other quantitative variables.

Since a regression equation is basically a mathematical expression, we have to code the categories of a categorical variable with numerical values so that the regression equation understands it. 

Generally we use binary random variables to identify each category i.e it is “1” if an observation falls in that category and it is “0” otherwise. Also remember that we use one fewer indicator variable than the number of categories.
Eg : For the above example, our indicator variables may be : 

         X1 = 1 if you live in a house
                  0 if you do not live in a house

  X2 = 1 if you live in a condominium
                  0 if you do not live in a condominium

  X3 = 1 if you live in an apartment
                  0 if you do not live in an apartment

Here the categorical explanatory variable is “Type of residence”. Since it has four categories viz. house, condominium, apartment and dormitory, we use  indicator variables (X1, X2, and X3). If for a student, X1, X2, and X3 are all 0, that would automatically mean that he/she lives in a dormitory.

Note : We cannot assume values like 1, 2, 3 and 4 for the four categories because that would be like treating residence as a quantitative variable rather than categorical.
Once we have fixed the indicator variables, we can then include them in our regression equation and proceed with the analysis.

Eg : We have a dataset from 27 automotive plants showing Y = number of assembly defects per 100 cars,  X1 = time (in hours) to assemble each vehicle and X2 = location of facility

           = 1 if the facility is located in Japan.
              0 otherwise.
So here Y and X1  are quantitative variables while “location of the plant” is categorical having two categories (Japanese or no Japanese). That’s why we used only one indicator variable (X2) to define it.
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Thus the prediction equation for “# defects” on “time” and “location” is 

Interpretation : 

· For Japanese plants (x2=1), the above prediction equation becomes 
                                                                           …(i)
· For non - Japanese plants (x2= 0), the prediction equation is
                                                                          …(ii)            

· Since the slope of “time” is the same (                 ) for both the above equations, we conclude that for both Japanese and non-Japanese plants, the predicted number of assembly defects (per 100 cars) decreases by             if the assembly time increases by      hour.

· The same slope also indicates that if we plot the above two regression lines, they will be parallel to each other.

· For a fixed value of “time of assembly”, the difference between the predicted number of assembly defects (per 100 cars) for Japanese and non-Japanese plants is 
               = 

               = 

         which is precisely the coefficient of X2 – the 

         indicator variable for location of plant.

· Thus, for any fixed value of “time of assembly”, the predicted number of assembly defects (per 100 cars) is about       less in Japanese plants than in non-Japanese plants.

The small p-value corresponding to location in the SPSS table also tells us that location of the plant has a significant effect on the number of assembly defects in cars produced by that plant.
Interaction : 

We just saw that the effect of “time of assembly” on “number of defects” is the same for both Japanese and non-Japanese plants. 

But in reality it is often seen that the influence of an explanatory variable (on the response variable) changes with the value of another explanatory variable.
In that case we say that the above two explanatory variables interact with each other. 
Two variables interact with each other when the coefficient (slope) of one of them changes with the value of the other.

Eg : Let us check whether “time of assembly” and “location of plant” interact with each other in their effect on “# of defects”. 

To do this, we separately fit regression equations to the data from Japanese plants and non-Japanese plants. We have : 

Japanese plants :         
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Non-Japanese plants : 
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Since the slopes of x1 are different, we conclude that interaction exists between “time of assembly” and “location of plant”. 

Since the slope for Japanese plants is lesser than those of non-Japanese plants, the predicted number of assembly defects (per 100 cars) decreases by a larger amount (with increasing assembly time) in Japanese plants than in non-Japanese plants.
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