      Sec 12.3  INFERENCES FOR REGRESSION
We learnt that the population regression model 

                                 µy(x) = α + βx

describes the relationship between x and the population mean of y at the value x.

Since we donot know the population mean of y, we estimate the above equation by the regression equation
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which describes the relationship between x and the estimated mean of y at x.

Now, at each x, the y values may vary with mean µy and a fixed standard deviation σ. This distribution of the y values around µy for each x is called the conditional distribution of y given x. Generally, we assume this conditional distribution to be Normal (with mean µy and standard deviation σ).

We may want to infer something about the regression equation, correlation coefficient and R2  in the population from the corresponding sample quantities. In doing so we will use the usual techniques of Significance tests and Confidence intervals.

Eg : In the used car example, we had weight and mileage data for only 25 cars. We may be interested in knowing how mileage depends on weight in the population of all used cars.

Assumptions for Inference : 

As usual, for making inferences, we have to check some assumptions. These are : 

(i) The population means µy have a linear relationship 
      with x i.e 

                          µy(x) = α + βx

(ii) The sample data are obtained (from the  

      population) by random sampling.
(iii) At each value of x, the y values are Normally 

       distributed with mean µy(x) (which changes with 
       x) and the same standard deviation, say σ. This 
       assumption is not very important for large 
       sample sizes. Moreover, even if this assumption 

       is violated, we can still perform two sided tests 

       and C.I since those are robust (to these 

       assumptions).
Hypotheses Tests for Independence between X and Y: 

Our primary concern is to check whether the response (Y) and the explanatory (X) variables are independent or not. Now, from the above regression model, it is clear that Y and X will be independent only if  β = 0 

(because then µy(x) = α i.e the population mean of y doesnot change with x. So, y will have the same Normal distribution at each value of x).

Hypotheses : 

So, the null and the alternative hypotheses for checking the independence between Y and X is

             H0 : β = 0
            vs          Ha : β ≠ 0        

One sided alternative hypotheses ( i.e Ha : β < 0 or Ha : β > 0)  are also possible.      

Test Statistic : 

The test statistic is given by 

                      T = (b – 0)/se(b) ~ t(n-2)
where “b” is the sample slope estimate and “se(b)” is its standard error. Generally, the software will give us the value of b and se(b) and we just have to plug in those values to get the above test statistic. 
The df of the t test statistic is always  

  n - (number of parameters in the regression equation)

 =  n – 2  (since there are two parameters : α , β)

P-value : 

The p – value of the test statistic is the two tailed (or one tailed) area under the t(n-2) curve corresponding to more extreme values of our test statistic. 
Rejection Rule : 
As usual, if our p value is less than the significance level (α), we will reject the null hypotheses and conclude X and Y are dependent. If the sign of the alternative is positive (negative), we would respectively conclude that X and Y are positively  (negatively) related. One the other hand, if  p-value > α, we fail to reject the null hypotheses and conclude that X and Y may be independent. 
Eg : For the “used car” example, we had the mileage and weight values corresponding to 25 cars.  The SPSS output is given below : 
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Assumptions : 

· The scatterplot of mileage against weight 
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shows a clear linear trend. Thus we can assume that the relationship between mean mileage and weight will also be linear in the population of all cars.

· The sample of used cars belonged to a single lot – they were NOT selected randomly from the population of all used cars. So, this is more of a convenience sample rather than a simple random sample. So, the random sampling assumption may not be satisfied. But it is likely that the negative linear association between mileage and weight is universally true. So, we can proceed with the test.

· Although it is not very clear from the scatterplot, it seems that for every value of weight, the mileage values have similar spread about the mean mileage value. 

So, all the three assumptions have been tentatively satisfied and we can proceed with the test.

Hypotheses : 

Since we want to test whether mileage and weight are independent or dependent, our null and alternative hypotheses should be : 
        H0 : β = 0
        vs            Ha : β ≠ 0        

There is also no harm if the alternative hypotheses is Ha : β < 0  since weight and mileage generally have a negative association. But for now, we will assume the two sided alternative.

Test Statistic : 

From the SPSS output, we get that the sample slope estimate is                   and it standard error is 
So, the t test statistic would be


T = 

Thus, the sample slope falls    standard deviations below the null value of 0. Since the sample size is 25, the degrees of freedom of the above statistic will be 

P value : 

This is the area below     and above    under a t curve with 23 df. The t scores for df = 23 are as follows : 

	
	                Right Tail Probability

	df
	t 0.100
	t 0.050
	t 0.025
	t 0.010
	t 0.005
	t 0.001

	23
	1.319
	1.714
	2.069
	2.500
	2.807
	3.485


Since the area above 3.485 is 0.001, the area above 5 (and thus below -5) should be        . So, our p value should be     (SPSS gives us the same value)
Conclusion : 

Let our level of significance be α = 0.05. Since our p value is            than 0.05, we                  H0 and conclude that there is strong evidence of association between weight and mileage. Moreover since our sample slope estimate was negative, mileage and weight are negatively associated i.e if weight increases, mileage will decrease.
Confidence Interval for β : 

Unlike a single parameter estimate, confidence intervals give a range of reasonable values for the parameter of interest. Now, we would like to know the range of β since that would tell us exactly how far below 0 does it lie.

A 95% confidence interval of β is given by 

                          b ± t0.025, n-2*se(b)

Eg : For the “used car” example, b = - 0.005, se(b) = 0.001 and t0.025, 23 = 2.069. Thus, the required 95% confidence interval of β will be  
Conclusion : 

Since the confidence interval only contains negative values, we are 95% confident that the slope will be atleast               and atmost                   i.e for an increase in 1 pound of the weight of a car, its average mileage will decrease by atmost                miles and atleast                  miles i.e for a 1000 pound increase in a car’s weight, its average mileage will decrease by atmost 7.1 miles and atleast 3 miles (because the 95% confidence interval for 1000β is (-7.1, -3)).
Thus, both the two sided significance test and the confidence interval gives us the same conclusion about the slope.

Inference about the Correlation Coefficient: 
Since r and slope have the same signs, we donot have to test for r separately. If we fail to reject the null hypotheses  H0 : β = 0  i.e if we think that β can be 0, naturally, r should be close to 0 too (since β = r(σy / σx)). Moreover if we conclude that β > (<) 0, it would automatically imply that r > (<) 0.

           Sec 11.4  ANALYSIS OF RESIDUALS

We know that for a particular value of x, the residual is the difference between the observed and the predicted value ( y - 
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). Residuals play an important role in detecting outliers and influential observations among the dataset. Their absolute values also tell us how good our prediction equation (i.e regression line) is.

Unlike correlation coefficients, residuals have units – the same units as y. So, their magnitude (and hence any interpretations we draw from those) will depend on the units – this is not good. In order to make the residuals unit-free, we divide them by their standard error to get Standardized Residuals (SR) :                      
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Any software will give us this value. Clearly, the SR tell us how many standard errors a residual lies above or below 0. Generally, as a rule of thumb, if the absolute value (value without the sign) of the SR for an observation is greater than 3, that observation will be an influential point. 

Eg: For the car example, SPSS gives us the following values of SRs for the 25 cars: 

           MODEL


                   WT          ML    ST.RES

Honda Accord Sedan LX              
3164 
34
1.61702

Toyota Corolla                     
         2590
         38
1.94942

Toyota Sequoia Limited 4WD         
5295
         17
-.32977

Mitsubishi Eclipse RS              
         2976
         31
.29688

Hyundai Tiburon Base               
         2997
         30
.00169

Ford Freestar Wagon SE             
         4275
         23
-.10647

Dodge Grand Caravan XFWD           
4218
         25
.45794

Toyota Sienna XLE FWD              
4165
         27
1.02928

Chevrolet Colorado Extended 

Cab 2WD
                                             3631
         24
-.88992

Dodge Dakota Club Cab                 
3838
         22
-1.19462

Chevrolet Trail Blazer             
         4612
         21
-.18610

Jeep Grand Cherokee Laredo         
3970
         21
-1.29763

Dodge Durango ST                   
         4981
         18
-.54187

Ford Expedition Eddie Bauer        
5671
         17
.32122

Chevrolet Tahoe 4WD                
         5050
         18
-.42241

GMC Yukon 4WD                      
         5262
         18
-.05536

Ford Thunderbird Premium           
3863
         23
-.81979

Mercedes-Benz SLR                  
         3220
         22
-2.26460

Jeep Liberty                       
                  4115
         21
-1.04658

Hyundai Santa Fe Base              
         3574
         27
.00604

Buick Le Sabre Custom              
         3567
         29
.65702

Pontiac Bonneville                  
         3633
         29
.77129

Toyota Avalon                      
         3417
         29
.39732

Toyota Celica GT                   
         2460
         33
.06660

Hummer H2                          
         6400
         17
1.58338

We donot see any car with a SR value above 3 (or below -3). So, we conclude that there are no influential points. We had the same conclusion from the scatterplot. 

Now let us add two more cars, one which is way heavier than the other cars (naturally having a lot less mileage) and another which is quite heavy, but surprisingly having a great mileage too (maybe a Semi!!). The new scatterplot looks is as follows : 
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The weight, mileage and SR values for these two cars are : 
 Model            Wt                    ML                SR

    X               9000
             7
       -0.51610

    Y               7500
            32
        3.49923
The new regression equation (including these two cars)  is 

                 Mileage = 37.820 – 0.003*weight

For the second car, the predicted value of mileage is 

                                                        miles but the observed mileage is 32 which is more than double of 15.32. Thus, the residual is   

which is extremely high. (Moreover the R2 value decreases from 0.75 to 0.468. Thus Influential points tend to make our regression model worse).
Thus we conclude that the second car is an influential point since the absolute value of the SR is 3.5 > 3. The scatterplot tells us the same thing.

It is notable that although the first car is an outlier, its SR value is very small. This is because although it lies far away from the other points, it lies in the same direction as the other points. So, it lies very near to the regression line resulting in a small residual.

Histogram of residuals : 

Histograms of standardized residuals also help us in checking whether the y values follow a Normal distribution for every x (the third assumption for inference). If this assumption holds, the residuals (or the SRs) would have an approximately bell-shaped distribution. Let us do it for our “used car” example, first with our original data i.e without the outliers : 
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Observation : The plot looks like bell-shaped with the SR values in the range (-2.50, 2.0). So, we think that the y values do follow a Normal distribution.
Now, let us plot the residuals with the two outliers : 
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Observation : Now the curve no longer looks quite normal. It appears to be skewed to the right with the large SR at the extreme right. Thus, the Normal distributional assumption of the y values is no longer satisfied.
Prediction interval for y : 
The regression line 
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gives us a single predicted value of y for a particular value of x. But we can also form an interval within which this predicted value is likely to fall. This interval is known as the prediction interval for y. Software will give us this interval.

Confidence Interval for µy : 
The regression line 
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gives us an estimate of µy, the population mean of y at a given value of x. We can also form a 95% C.I for µy at a particular value of x. It is given by 
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Here the t distribution has (n-2) df. Software will give us this interval. 

Always remember that prediction intervals of y tell us where individual observations will fall whereas confidence intervals of µy tell us where the population means would fall.

Eg: For the “used car” dataset, suppose we want to  find the prediction and confidence intervals corresponding to “Chevrolet Trail Blazer”. It has weight 4612 pounds. 

SPSS gives the prediction interval of mileage as (15.15, 27.97). Thus, we are 95% confident that the mileage of a randomly chosen used car weighing about 4612 pounds would lie between 15.15 miles and 27.97 miles.

SPSS also gives the 95% C.I of population mean mileage as (20.11, 23.01). Thus we are 95% confident that for all used cars weighing about 4612 pounds, their mean mileage will fall between 20.11 and 23.01 miles.
Note I : The prediction interval for a single observation y is much wider than the C.I of the population mean of y. Thus, we can estimate population means more precisely than individual observations.

Note II : These prediction and confidence intervals should only be used if 

· X and Y have an approximately linear relationship.

· The y values have approximately similar variability at each x value.

The scatterplot should give us a good enough idea whether these are true or not. If we think that any of these conditions are not valid we should not use the above intervals. 
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