Association in (r x c) tables : 

In the last lecture we learnt how the difference of proportions and the ratio of proportions can be used to measure the strength of association in 2 x 2 contingency tables.

Basically, these measures compare the conditional proportions (or probabilities) for a particular response over the categories of the explanatory variables.

These measures can be generalized to tables which have more than 2 rows and/or columns. For such tables, these measures compare the proportions for a particular response categories for various pairs of the categories of the explanatory variables.
Eg : A general social survey, conducted in 1991 probed the relationship between job satisfaction and income for a sample of Americans. Job satisfaction had 3 categories :  Dissatisfied, Moderately satisfied, Very satisfied.
On the other hand, income also had 3 categories :   
< $ 5000,  $ 5000 - 25,000, >$ 25,000.
We have the following contingency table : 

	Income
	             Job satisfaction
	Total

	
	Dissatisfied
	Moderately

  satisfied
	  Very 

satisfied
	

	< 5000
	6 (0.273)
	13 (0.591)
	3 (0.136)
	  22

	 5000 –  25,000
	9 (0.155)
	37(           )
	12(0.207)
	  58

	> 25,000
	3(             )
	13(0.542)
	8 (0.333)
	  24

	   Total
	     18
	       63
	     23
	 104


Response variable : 

Explanatory variable : 

The values in the brackets refer to the conditional proportions for each cell. For example, 

0.273 is the estimated probability (or proportion) of being dissatisfied with their job for those having incomes < $ 5000.
0.333 is the estimated probability (or proportion) of being very satisfied with their job for those having incomes > $ 25,000 and so on.
Let us first consider the “very satisfied” response category. The difference between the proportions in this category for the “< 5000” and “> 25,000” categories of income is      
Thus, individuals with high income tend to be more satisfied with their jobs than those with low income. 
Now consider the “moderately satisfied” category of job satisfaction. The difference between the proportions in this category for the “5000 – 25,000” and “> 25,000” categories of income is                                               . 
Thus, individuals with income above $ 25,000 tend to have a lower general satisfaction with their jobs than those with income in the $ 5000 - $ 25,000 bracket (this is interesting!!).
Now, let us look at the relative risk values for the different categories. Suppose we consider the  “dissatisfied” category. The relative risk of this outcome for the “ < 5000” and “ > 25,000” categories of income is                                       
Thus, the estimated proportion of subjects who are dissatisfied with their jobs is more than double for those with income “< 5000” than those with incomes “ > 25,000”.

None of the difference of proportions values were very high – this implies that job satisfaction maybe associated with income BUT the association is NOT very strong. 
As mentioned in the last lecture, a large value of the Chi-square statistic (hence a small p - value) doesnot necessarily implies strong association between two variables – it only means that the two variables are associated, nothing more. 

Infact, for a given strength of association (between two variables), larger Chi – square values occur for larger sample sizes – this means that even if two variables are weakly associated, the resulting Chi square statistic may be large if the sample sizes are large. 
Eg : Let us go back to the “roles of women” dataset. The following three hypothetical tables relate the response to year of survey. 
	Year
	Response
	Total

	
	Agree
	Disagree
	

	1982
	0.35
	0.65
	     300

	1994
	0.55
	    0.45
	300


         Chi – square = 7        p – value = 0.005
	Year
	Response
	Total

	
	Agree
	Disagree
	

	1982
	0.35
	0.65
	     900

	1994
	0.55
	    0.45
	900


 Chi square = 21; p – value = 0
	Year
	Response
	Total

	
	Agree
	Disagree
	

	1982
	0.35
	0.65
	    1800

	1994
	0.55
	    0.45
	 1800


 Chi square = 42 ; p – value = 0

For each of the above cases, the association is weak (since the difference of proportions is only 0.2). But as the sample size increases, the chi –square value increases proportionally. For the last two tables, the p – value is 0 although the association remains to be weak.

                           Residual Analysis 

The chi-square test of independence (for two categorical variables) relies on the difference between the observed cell counts (in our contingency table) and the expected cell counts.
Thus, a high value of the chi-square statistic implies that some of the observed cell frequencies are quite different from the corresponding expected frequencies – so we conclude that the two variables may not be independent after all.

Now, the chi-square statistic doesnot tell us exactly which of the cell frequencies significantly deviate from independence. 

In order to know that, we have to perform a cell-by-cell comparison of the observed counts with the expected counts i.e the counts that are expected under independence. The difference between the observed and expected cell counts for a particular cell is known as the residual for that cell.
Eg : In 1996 a general social survey was conducted to analyze the association between the educational level of different individuals and their religious beliefs. 
We have the following contingency table with the observed and expected cell frequencies shown for every cell : 
	Highest 

Degree
	               Religious Beliefs
	Total

	
	Fundamentalist
	Moderate
	Liberal
	

	Less than high school
	178

(137.8)

(4.5)
	138 (161.5)
(- 2.6)
	108 (124.7)
(- 1.9)
	424

	High school or Junior college
	570

(539.5)

(2.6)
	648

(632.1)

(1.3)
	442

(488.4)

(-4.0)
	1660

	Bachelor or graduate
	138

(208.7)

(-6.8)
	252

(244.5)

(0.7)
	252

(188.9)

(6.3)
	642

	      Total
	886
	1038
	802
	2726


Response Variable :
Explanatory Variable :

For the first cell (individuals with less than high school education and fundamentalist in belief), the observed frequency is 178 and the expected frequency is 137.8. So, the residual is  
which is positive. This means that more subjects have less than high school education and are fundamentalist in belief than what is expected under independence.

Similarly, for the third cell (individuals with less than high school education and liberal in belief), the observed frequency is 108 and the expected frequency is 124.7. So, the residual is
which is negative. This means that fewer subjects have less than high school education and are liberal in belief than what is expected under independence.

So, it is likely that lower educational levels leads to more conservatism in religious beliefs. The other cells can be similarly analyzed.

Standardized residuals : 

Now, we know that a more useful version of the residual is the standardized residual (since it doesnot depends on the units of measurement). We get the standardized residual by dividing the usual residual by its standard error. So, for a particular cell : 
standardized   =  residual/s.e of the residual
 residual

Thus, a standardized residual tells us the number of standard errors that an observed count falls from its expected count.

Properties : 

· Under independence, the standardized residuals have an approximately normal distribution with mean 0 and standard deviation 1.

· Larger the absolute value of the standardized residual for a cell, greater is the evidence that the cell violates the independence assumption. 
· Generally a standardized residual >     or  <     provides strong evidence of dependence for a particular cell.

· A positive (negative) value of the standardized residual for a particular cell implies that the population proportion in that cell is higher (lower) than what it should have been under independence.
Eg : For the above example, the standardized residual for each cell is also given (it is the third entry).

For those who have high school or junior college education and are liberal in belief, the standardized residual is – 4 i.e

So, for this cell, the observed count falls 4 standard error BELOW the expected count under independence. 
So, for this cell, the observed count is significantly smaller than the expected count. Thus, there is a strong evidence that the population proportion of individuals with a high school or junior college education who are liberal in belief is lower than what would have been if religious belief and education were independent i.e if religious belief and education were independent in the population, we should have observed a much HIGHER number of liberal minded individuals who have a high school or junior college degree. 
Similarly, for the cell of individuals who have Bachelor or graduate level education and are liberal in belief, the standardized residual is 6.3. Thus the observed count falls 6.3 standard errors ABOVE the expected count under independence. 
So, for this cell, the observed count is significantly higher than the expected. Thus, if religious belief and education were independent in the population, we should have observed a much LOWER number of liberal minded individuals who have a bachelor or graduate degree. 

i.e if you are highly educated, chances are that you will be liberal in outlook.
Odds and Odds ratios : 

An explanation of the association among categorical variables is never complete without odds ratios. 

Let us consider the following 2 x 2 table : 

	 X
	         Y

	
	Success
	Failure

	  Gr 1
	   p1
	 1- p1

	  Gr 2
	   p2
	 1- p2


where  p1 and p2  respectively denote the population probability of success for groups 1 and 2.

The odds of success for group 1 is defined as               
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The odds are non-negative with 
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 > 1 when a success is more likely than a failure. So, if p1 = 0.75,
                         Ω = 
i.e for group 1, a success is                 times as likely as a failure – so we would expect about            successes for every 1 failure.
Similarly, the odds of success for group 2 is defined by               
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So, if p2 = 0.25,
Thus, if group 2, a failure is              times as likely as a success – so we would expect about               failures for every one success.

Thus, group 1 and group 2 exhibits totally opposite behavior in terms of the probabilities of success and failures.

Now, the ratio of the odds for the two groups is 
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is called the odd’s ratio. So, for the above example, the odd’s ratio for the two groups would be  

This means that the odds of success in group 1 are times the odds of success in group 2.

Properties : 

· The odds ratio can be any non-negative number.

· The odds ratio is         when p1 = p2 i.e when X and Y are independent.
· Higher the value of odds ratio (from 1), stronger is the evidence of association between X and Y.
· When the order of the rows or columns is reveresed, the new value of the odds ratio is the inverse of the original one.

Eg. For the above example, if we interchange the rows, the new odd’s ratio value will be : 

which is just the reciprocal of the original value (    ).
·  The odds ratio remains unchanged if the orientation of the table reverses i.e if the rows becomes the columns and the columns becomes the rows.
Eg : If we rewrite the above table as : 

	 Y
	         X

	
	Gr 1
	Gr 2

	  Success
	   p1
	  p2

	   Failure
	 1- p1 
	 1- p2


The new odds ratio of the two groups remains                        
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which is the same as before.
Fisher’s exact test : 

One of the assumptions for Pearsonian Chi-square test is that the expected cell frequencies should be atleast  
In reality, we may have a table for which one or more of the cells have expected frequencies that are less than 5. In such a situation it will not be wise to use the Chi-square test (simply because it may give us misleading answers). 

An alternative test to use would be the Fisher’s exact test. This is a small sample test of independence for 2 x 2 contingency tables i.e for tables like this : 
	 X
	         Y

	
	   1
	    2

	  1
	   p1
	 1- p1

	  2
	   p2
	 1- p2


Now, let us go over the different steps of the testing procedure : 
I . Assumptions : 

· Both the explanatory and the response variables should be binary and categorical in nature.

· Samples should be selected randomly from the population.
II.  Hypotheses : 

             H0 : variables are independent (                      )

             Ha : variables are associated i.e 
                     ( p1 > p2 , p1 < p2 or p1 ≠ p2)

III. Test statistic and p – value : Any statistical  

       software will give us these.
IV. Conclusion : If the p – value < 0.05, we would  

      reject H0 and would conclude that the variables 
      are associated. Otherwise we would say they are  

      independent.
Eg :  Are students realistic in predicting their grades? A graduate student from the College of Education was interested in this question and selected a random sample of students and asked them before a specific test about what they predicted their grade will be. A few days after the grades were announced he asked them again what they actually got. The results are summarized in the following table:

	Predicted
	Actual

	
	A or B
	C or less
	Total

	A or  B
	11

(7.2)
	1

(4.8)
	12

	C or

less
	1

(4.8)
	7

(3.2)
	8

	Total
	12
	8
	20


We see that the expected frequencies in cells 2, 3 and 4 are less than 5. Moreover this is a 2x2 table. So, Fisher’s exact test would be ideal for in this situation.
I .  Both the asuumptions seems to be satisfied since : 
· A random sample of students were selected.

· Both the response variable (actual grade) and explanatory variable (predicted grade) have two categories (“A or B” and “C or less”). So, they are binary in nature.
II. We want to test whether there is any association between observed grades and predicted grades. So, our null and alternative hypotheses would be 
             H0 : variables are independent (                    )

             Ha : variables are associated (                       )
Here p1 (p2) are the population proportion of students whose predicted grade was A or B (C or less) and the actual grade was A or B.
III. The MINITAB output is give below : 

Tabulated statistics: Actual, Predicted 

Using frequencies in Freq

Rows: Actual   Columns: Predicted

	Predicted
	Actual

	
	A or B
	C or less
	Total

	A or  B
	11

(91.67)
	1

(8.33)
	12

(100.00)

	C or

less
	1

(12.50)
	7

(87.50)
	8

(100.00)


Cell Contents:      Count

                    % of Column

Pearson Chi-Square = 12.535, DF = 1, 

P-Value = 0.000

* NOTE * 3 cells with expected counts less than 5

Fisher's exact test: P-Value =  0.0007700

IV : Since the p – value for Fisher’s exact test is nearly 0, we strongly reject the null hypotheses (of independence) and conclude that the predicted and actual grades of students are associated.
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