Chapter 11
Association between Two Categorical Variables

What we have seen so far??

· In Chapters 3 and 12 we analyzed the association between a quantitative response variable and a quantitative explanatory variable using simple regression analysis. 

· In Chapter 13 we we analyzed the association between a quantitative response variable and both quantitative and categorical explanatory variables using multiple regression analysis.
We will now learn how to analyze the association between two variables BOTH of which are categorical with 2 or more categories.
Example: A couple of years ago when Gator Basketball team won the game that put them in the Final Four, 101 students in a Statistics class were asked to report their gender and whether or not have watched the whole game, part of it or not at all. The following table summarizes their responses:

	Portion watched
	Gender
	Total

	
	Male
	Female
	

	Whole game
	10
	21
	31

	Part of Game
	12
	24
	36

	None
	4
	30
	34

	Total 
	26
	75
	101


In the above example, we have two categorical variables : 

(i) Portion of game watched : This has 
           categories viz  whole, part and none.
(ii) Gender : This has         categoies viz male and female.
We want to know whether there is any association between your gender and how much of the game you watched i.e whether the time you spent watching the game depends on your gender or not.

Before doing that we have to specify the response and the explanatory variables. In this case portion of the game watched is more likely to be the response variable and gender should be the explanatory variable.

Tables like the above which cross classifies two categorical variables are known as Contingency tables.

To compare the differences of how much male and female UF students watched the game, its better to find percentages in each response category.
For that we will divide the numbers in each cell of the above table by the total number of students of each gender and then multiply it by 100. 
Thus, we have : 

	Portion

watched
	Gender
	Total

	
	Male
	Female
	

	Whole game
	38.5%

(10/26)
	28.0%

(21/75)
	30.7%

(31/101)

	Part of Game
	46.2%

(12/26)
	32.0%

(24/75)
	35.6%

(36/101)

	None
	15.4%

( 4/26)
	40.0%

(30/75)
	33.7%

(34/101)

	Total
	100.0%

(26/26)
	100.0%

(75/75)
	100.0%

(101/101)


The three percentages in a particular column are the conditional percentages - they form the conditional distribution for the portion of game watched given a particular gender. The corresponding proportions (in the brackets) are the estimated conditional probabilities of the categories of the response given a particular gender.
So, for females, the conditional distribution of watching the game is (                         ). Moreover, given a student is male, the estimated probability that he watched part of the game is
Interpretations :

In the above table, we see that male students watched more of the game than the females. So, right away we can say that gender is associated with the portion of the  game being watched. 

But  this is only for the above sample. Can we extend this to the whole population of male and female students at UF? 

To answer this question, we have to use the above sample conditional distributions to make inferences about the corresponding population conditional distributions.
Now, what it means for two categorical variables to be independent ?

That’s a good question. The answer lies in the values of the population conditional distributions for the different categories. 
Two categorical variables are said to be independent if the population conditional distributions for one of them are identical at each category of the other. If this is not the case, the variables are said to be dependent.
Eg : If gender is independent on the portion of the game being watched, then we would expect a table (of population conditional percentages) like the one below : 

	Portion

Watched
	Gender
	Overall

	
	Male
	Female
	

	Whole 

game
	50 %
	50 %
	50 %

	Part of 

Game
	35 %
	35 %
	35 %

	None 
	15 %
	15 %
	15 %

	Total
	100 %
	100 % 
	100 %


In the above table, we see that the population percentage at each level of the response variable (portion of the game watched) is the same for males and females. So, the above two variables are independent.

Caution : As you know, in any statistical analysis, we deal with the sample because we just cannot afford to collect data from the whole population. 

Now, even if two variables are independent in the population, their sample conditional distributions may not be exactly the same as above i.e we may see some differences between the sample conditional distributions. This is due to the error that creeps in when we collect samples from a population.  So, in order to draw a definite conclusion about their independence, we have to construct a significance test (of independence) as we will do now.
In order to test for independence of two variables from a sample, we compare the cell counts (in the contingency table) with counts that are expected under independence. The counts that are expected under independence are called “expected cell counts”(ECC). For a particular cell,

Expected cell count =  
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For the above table, the expected cell counts are given in the brackets under the respective frequencies : 
	Watched Game?
	Observed Frequencies

(Expected Frequencies)

	
	Gender
	Total

	
	Male
	Female
	

	Whole
	10

(7.98)
	21

(23.02)
	31



	Part
	12

(9.27)
	24

(26.73)
	36



	None
	4

(8.75)
	30

(25.25)
	34



	  Total
	26

(25.7 %)
	75

(74.25%)
	101




For example, the expected frequency of females who watched part of the game is  
This means that if gender was independent of game watching then we would expect about        students in that cell. 
Now let us go through our testing procedure. As usual, we have to follow some steps : 
I. Assumptions:

· Simple Random Sample from the population of interest

· Expected counts ≥  5 in each cell


(Observed counts ≥ 5 in each cell is good)

    II.   Hypotheses

       H0: Two variables are independent


       Ha: Two variables are not independent

III. Test Statistic : Intuitively the test statistic should be such that it can summarize how close the observed cell counts are to the expected cell counts (cell counts under independence). It is known as “Pearsonian Chi - square statistic” given by : 
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Intuition: When independence holds, the observed and the expected cell counts tend to be close for every cell. Thus, the above test statistic has a small value. But if the two variables are NOT independent, at least some of the cell counts tend to be far apart from their expected counterparts. So, the above test statistic has a relatively large value.

Some properties of 
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distribution : 
· It is always positive and is 0 only when observed cell count = expected cell count in every cell. 

· For a (r x c) table, its degrees of freedom is 
    (r - 1)(c -1). In our case, r =    and c =   . So, df =    .

· Larger the value of 
[image: image4.wmf]2

c

,greater is the evidence against the hypotheses of independence.
IV. Once we evaluate the test statistic, we have to find  

           the P-value which is the area to the right of the  

           observed value of our test statistic. 
   V.   Decision Rule: Reject H0 if p-value ≤ ( as usual.

VI. Conclusion: Explain your decision, in simple  

           English to the layman.

    Now let us go through the above steps for our example. 

  I. Assumptions : 

· Since we are only looking at a group of Statistics students, the random sampling assumption is not satisfied – this is a convenience sample. But we expect the same pattern of responses if we had a random sample of UF students. 
· Except the number of male who didn’t see the game (4), all the other cell counts in the table are ≥ 5. Since 4 is 1 less than 5 and the other cell counts are much higher than 5, this assumption is tentatively satisfied.
II. The null and alternative hypotheses remains the  

     same as above.
III. To calculate the test statistic, we can form the 

      following table : 
	Freq
	Exp. Fr
	(Obs – Exp)
	(Obs – Exp)2
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	10
	7.98
	2.02
	4.0804
	0.5113

	12
	9.27
	2.73
	7.4529
	0.8040

	4
	8.75
	– 4.75
	22.5625
	2.5786

	21
	23.02
	– 2.02
	4.0804
	0.1773

	24
	26.73
	– 2.73
	7.4529
	0.2788

	30
	25.25
	4.75
	22.5625
	0.8936


Summing the entries in the last column, we get 
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IV.  Degrees of freedom 
= (r – 1)(c – 1) 






       =                        = 
V.   The p-value:
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In the 
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-table (Table see on page A4 of your text) we look for 5.1536 on the line with df = 2. It is not there. But we see that,
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So, 
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VI.  Decision:  Since our p – value is greater than 0.05 but less than 0.10, we reject H0 at         level of significance but NOT at          or               levels.

VII. Conclusion: The observed data indicate that there is a significant association between gender and basketball watching habits of UF students at the            significance level but they are independent at the              level.

Note : The Chi-square test DOESNOT depend on the identity of the response and explanatory variables i.e in our example, if we assumed gender as the response variable and game watching as the explanatory variable (which is absurd!), we would have gotten the exact same value of the test statistic and had drawn the same conclusion. 
         Chi-square test for comparing proportions : 

Till now we have dealt with categorical variables which had two or more than two columns. In reality, contingency tables where both the variables have two categories (like “success” and “failures”) are more common i.e when we compare two groups on a binary response variable. 
As we learnt in Logistic regression, for binary response variables, we compute the probability of success which is the mean of the 1 scores. 
So, when we compare two groups on a binary response variable, the best foot forward would be to compare the success probabilities in the two groups, say p1 and p2. if the null hypotheses


       H0 : p1 = p2

is true, that would mean that the response variable is independent of the groups, otherwise not. 

We have learnt that the above hypotheses can be tested by computing the z - statistic
                           z = 

In fact, this can also be done using the Chi-square statistic because it can be shown that 
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 denotes a Chi-square distribution with 1 dof. Also, the p-values obtained from a two – sided z test and a Chi-square test are always the same.

Eg : In 1982 and 1994, surveys were done in which people were asked the question : “whether women should take care running their homes and leave running the country upto men?” The responses are given below : 
	Year
	Response
	Total

	
	Agree
	Disagree
	

	1982
	122
(59.93)
	223
(285.07)
	  345

	1994
	268
(330.07)
	1632


(1569.93)
	1900

	Total
	390
	1855
	2245


   N.B : values within brackets are the expected  

             frequencies for the cells.      
Here the two groups to be compared are the two years (1982 and 1994) since the main aim of the study was to judge whether public perception about the role of men and women in society had changed over the 12 year period from 1982 to 1994. The response variable was the view of the respondents : it has two categories : agree or disagree.

Now, let us carry out the testing : 

I. Assumptions : Both the assumptions are satisfied since the respondents were chosen randomly from the population and also all the four cell counts are higher than 5.

II. The null hypotheses is that the views of a randomly chosen person is the same for both the years i.e view on the topic is independent of year of survey. Mathematically , 

                         
          H0 : 

where p1 (p2) are the population proportion of  

            people who agrees to the above question in 1982  

            and 1994. 
           The alternative hypotheses is that the views of a  

           randomly chosen person differs between the two 

           years i.e 
                                   Ha : 
III. Test statistic 
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This is approximately the square of the z test statistic (-9.6).

IV. P-Value  : 
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V. Decision :                Ho at any reasonable level of  

           significance.
VI. Conclusion: The observed data give strong  evidence that response to the question is associated with the year survey was conducted i.e it is highly likely that public perception on the role of women in society has changed a lot between 1982 and 1994.
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