                                Comparing Two Means
Two groups (or populations) can be compared with respect to a categorical or quantitative response variable. In the former case, we compare the proportions corresponding to the two groups. In the case of a quantitative response variable, we compare the                 for the two groups.
Eg : (1) Is there any difference in the number of hours spent in partying (in the weekends) by UF students and Penn State students (# 1 party school) ?

       (2) Is there any difference in the average number of hours males and females watch TV per day ?

I. Confidence Intervals

Let 

     μ1 :                     mean corresponding to the  

            response variable is the first group.

     μ2 :                     mean corresponding to the 

            response variable is the second group.
We can compare the two groups by constructing a confidence interval of the difference 
Step I : Assumptions : 


i)                                           samples from two groups.

                  ii) Approximate                      population distribution for the response variable in each of the two groups. 

Note : This is mainly important for small                sample sizes but our confidence interval would still hold if this assumption is violated even for small sample sizes.

Step II : Let us draw samples of sizes n1 and n2 from the two groups. 

Let the sample means for the two groups be x1-bar and x2-bar respectively where

                              x-bar =
Thus, the difference in sample means will be 

Step III :  As for the single mean, the confidence interval for                    is obtained by adding and subtracting a                               to 
As before, the margin of error is the product of the appropriate                     and the                               of                              . It can be shown that the standard error of  (x1-bar – x2-bar) is given by

                             s.e = 

where S1 and S2 are the sample standard deviations of the first and second samples. 
Note : Always remember that for estimates calculated from                             samples,

  s.e (est 1 – est 2)  =       [s.e(est 1)]2 + [s.e(est 2)]2
Here est 1 is x1-bar and est 2 is x2-bar, s.e (est 1) is S12/n1 while s.e (est 2) is S22/n2.
So, for the difference of means, the margin of error will be

m.e = 
The exact degrees of freedom of the t score is difficult to calculate*. Any statistical software will give you the value. But, if                and                ,the df becomes               . Otherwise, the degrees of freedom can be taken to be the smaller of                          . If we need a 95% (99%) confidence interval, t = t0.025(t0.005) which is the t score with right tail area/probability 0.025 (0.005). 

Step IV : Finally, our required 95% confidence interval for (μ1 – μ2) will be
 df =
      (s12/n1 + s22/n2)2
                (1/n1-1)(s12/n1)2 + (1/n2-1)(s22/n2)2
Conclusions :

(i) If       falls in the confidence interval, it is likely that the difference in the population means  (μ1 and μ2) is negligible i.e that the population means can be assumed to be
                          .

(ii) If all the values in the confidence interval are                                   , it is likely that
                                       .

(iii) If all the values in the confidence interval are quite close to 0, then it is likely that μ1 and μ2 are very close to each other.
Eg : A 2002 General Social survey compared females and males on the number of hours they watched T.V per day. The data is as follows : 
	Group
	n
	Mean 
	St Dev

	 Females
	506
	3.06
	2.12

	 Males
	399
	2.88
	2.63


We have to construct a 95% confidence interval of the difference in the mean number of hours females and males watch T.V per day.
Step I : Both the assumptions are satisfied because

· The sample of females and males were drawn randomly from the whole population.

· The sample sizes in both the groups are much higher than 30. So, by CLT, we can safely assume that the sampling distribution of                                is normal.
Step II :  The difference in sample means between the two groups is 

               x1-bar – x2-bar = 
                                       =

Step III : The standard error of (x1-bar – x2-bar) is given by

                    s.e =

=
                         =    
Now, we have to calculate the t-score. The smaller of 
{ n1 – 1, n2 – 1} is            which we can take as our df. (Since n1 and n2 are quite different, we cannot assume the df to be n1 + n2 -2).  

Now, as said before, for very high degrees of freedom, the t distribution is nearly the same as the standard normal (z) distribution. Here, since the df is very high, the t-score (for a 95% confidence interval) will be             (the corresponding value of the z score).
Step IV : Thus the required 95% confidence interval for (μ1 - μ2) will be
Conclusion : Since the above confidence interval contains 0, we can be 95% confident that there is no significant difference in the mean number of hours males and females watch TV per day.
II. Significance tests : 


We can also compare two groups by performing a hypotheses test for the two population means. As for confidence intervals, the general methodology for significance tests is perfectly analogous for the one and two sample case.
The definition and meaning of  μ1, μ2,  x1-bar and x2-bar remains the same as for confidence intervals.
Step I :  Assumptions : 
i) The response variable should be                        

                                for both the groups.

ii) Independent random samples should be selected from the two populations.

iii) Approximate Normal population distribution for the response variables in each of the two groups.

Note : The normality assumption is mainly important for small(< 30) sample sizes but two sided tests still holds if this assumption is violated even for small sample sizes. One-sided tests may give bad results if the sample size < 30 and the population distribution is highly                . 

Step II : Similar to the case for single mean, we have to formulate            hypothesis for                 : a hypothesis based on our experience and an                     one challenging our belief. 

These can be expressed as: 



H0 : 

     vs      Ha:                   (two-sided) i.e 
                      Ha : μ1 - μ2 > 0 (one-sided) i.e μ1 > μ2
                      Ha:  μ1 - μ2  < 0 (one-sided) i.e μ1 < μ2
Step III :  The test statistic is given by : 
Here δ0  is the null value of the hypotheses and is 0 in this case since the right hand side of the above hypotheses are all 0).
As for the confidence intervals, the exact degrees of freedom of the above test statistic (under H0) is difficult to determine but software will do that for us. If we donot have a software in our possession, we can take the degrees of freedom to be the smaller of {n1 – 1, n2 – 1}.
Analogous to the single mean case, the above test statistic would measure the number of                        

                             falls from the            value (i.e 0). 

Step IV : As in the single mean case, we would base our conclusion (on whether to reject or not to reject H0) on the                  which is the                      (for one sided alternative) or                              (for two sided alternative) probability of getting a test statistic value even more extreme than the observed test statistic value. 

Step V : We should first specify an appropriate significance level α and then would                     if our                           and would “fail to reject”           H0 otherwise.
Eg : Let us go back to the T.V viewing example. Remember, the dataset looks like this : 
	 Group
	n
	Mean 
	St Dev

	 Females
	506
	3.06
	2.12

	 Males
	399
	2.88
	2.63


Step I : All the assumptions are satisfied as seen for the case of confidence intervals.

Moreover, the response variable is “the number of hours a person watches TV” which is
Step II : We want to test whether there is any difference between males and females in the average number of hours per day they watch T.V. So, our null hypothesis will be

  H0 : 
and the alternative hypotheses will be  
                        Ha: 
Step III : As shown for the confidence interval, 


x1-bar – x2-bar = 0.18

and the standard error of (x1-bar – x2-bar) is 0.162.
Thus, the test statistic will be : 
Observation : Thus, the sample difference of means (x1-bar – x2-bar) falls about     standard error                the null value    .

Since the smaller of {n1 – 1, n2 – 1} is 398, we can 

take it as the degrees of freedom of our test statistic.(Since n1 and n2 are quite different, we cannot assume the df to be n1 + n2 -2) . 

Step IV : Since our alternative is                            and our test statistic value is 1.11, the p-value will be the  

                           area under the t curve (with df            ) above            and below              . Since the t distribution is                           about 0, this will again be double the area below -1.11.
From table B in the book we see that for very high degrees of freedom, the area above the 1.282 is 0.100. Since our test statistic value is even                  than 1.282, the area above it will be even                   than 0.100. So, our p-value will be                than even        . 

Step V : Since 0.200 is much higher than all the commonly used significance levels (0.1, 0.05, 0.001), we                                    H0 and conclude that there is no significant difference in the mean number of hours males and females watch T.V per day.

Observation : The conclusions we derived from both the confidence interval and significance test are the same.
